
Abstract 

Deep learning has achieved remarkable progress 
for a range of low-level perceptual tasks, including 
object classification/detection, segmentation, video 
analysis, captioning, and question-answering. 
While additional research is improving upon this, 
these base pieces can now be used as input 
connecting raw sensory data to feed into higher-
level reasoning and artificial intelligence systems. 
Further, the unique hierarchical nature of the 
representations can be leveraged. In this paper we 
specifically combine the strengths of convolutional 
neural networks with temporal models, in the form 
of Monte Carlo Localization methods, in order to 
perform higher-level reasoning tasks for everyday 
environments. We use Fisher Vector 
representations on top of the last convolution layers 
in order to show that videos of egocentric 
experiences can be used to match similar 
environments, learn graph-based models of 
environments for navigation, and predict upcoming 
objects. In addition to results for these tasks, we 
discuss additional potential for higher-level spatio-
temporal environment understanding tasks such as 
inference, prediction, and generalization across 
environments. We propose a scavenger hunt task in 
order to demonstrate these capabilities in future 
work. 

1 Introduction 
Over the past decade, significant advances have been made 
across numerous perception tasks that are useful for both 
robots and humans, including object detection [Girshick, 
2015], metric and topological mapping of environments 
[Fuentes-Pacheco et al., 2015], structure from motion [Bao 
and Savarese, 2011], and scene understanding [Badrinara-
yanan et al., 2015]. These advances have led to an explora-
tion of higher-level tasks within the scope of artificial intel-
ligence (AI), including game learning [Mnih et al., 2015], 
visual question and answering [Chen et al., 2015], multi-
modal knowledge bases with logical querying [Shin et al., 
2015], and chat-bot style conversations [Zhou et. al., 2015] 

We seek to leverage the same advances in perceptual ca-
pabilities to make similar progress in the area of understand-
ing and reasoning about everyday environments from ego-
centric visual streams. While visual Simultaneous Localiza-
tion and Mapping (SLAM) and metric/topological mapping 
have been extensively studied, there is much less work on 
developing generalizable representations that incorporate 
contextual, sequential, and temporal information in order to 
perform higher-level A.I. tasks such as inference, prediction, 
and generalization (e.g. through analogy-making). For ex-
ample, visual SLAM has typically dealt with generating 
topological or metric representations of a specific environ-
ment for the purpose of localizing and navigating a robot or 
person in that environment. While newer methods are be-
ginning to incorporate contextual and object level infor-
mation [Bao and Savarese, 2011], there have still not been 
methods to capture higher-level generalizable representa-
tions that can be used to reason about environments, includ-
ing making inferences, creating analogies between a new 
environment and previously encountered ones, and produc-
ing textual descriptions or directions to guide a human. 

Our research objective is to develop a computational sys-
tem which allows a person that is guided by a robot to navi-
gate unknown areas and perform high-level tasks. The key 
characteristic of our system will be support for 1) higher-
level reasoning and inference, 2) generalization, e.g. through 
analogy-making, and 3) generation of language-based out-
puts for human use. In order to achieve these characteristics, 
our approach is to develop a Markov Decision Process 
(MDP)-based representation from episodic memories cap-
tured using convolutional neural networks. Thus, the MDP 
contains episodes generated from camera video in different 
parts of the environment and includes the dynamics within 
such episodes from an egocentric point of view.  This com-
bines the strength of convolutional neural networks, which 
create feature hierarchies that represent object-level infor-
mation, with temporal models. 
 The remainder of the paper begins by describing our 
process for creating high-level concept maps from first-
person video using a CNN. Next, the process for creating 
episode-like representations from these concept maps is 
detailed. A series of experiments examining the system’s 
ability to match video segments both in terms of the 
evaluations made by humans and in terms of specific 
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categories are then described. A final experiment explores 
the system’s ability to make predictions about the near-term 
appearance of visual objects in the environment based on 
previously experienced scenes. The paper concludes with a 
discussion of future work and research directions. We 
briefly discuss the extension of our system to perform a 
scavenger hunt task, which we believe is a rich task that can 
incorporate inferences, reasoning, and generalization across 
spatial, temporal, and task factors in order to improve 
performance. This work differs from our previously 
presented work [Doshi et al., 2015] in that we have added 
methods for creating and using maps for visual localization 
and navigation, a necessary precursor for performing a 
visual scavanger hunt.  

2 Related Work 
Simultaneous Localization and Mapping is a well-studied 
problem [Thrun et al., 2005]. The methods traditionally 
used in SLAM typically focus on map-building and do not 
include prediction, reasoning, and human interaction. Due to 
the success of SLAM in the context of geometric or topo-
logical maps, there has recently been a move towards devel-
oping maps that contain more information than just geome-
try. While the term “Semantic Mapping” is used in different 
ways depending on the context, researchers have studied 
augmenting maps with semantic labels relating to objects, 
terrain, buildings and other large-scale structures, places, 
and more (e.g. [Douillard et al., 2011]). Still, we are not 
aware of work in which knowledge of the objects and tem-
poral patterns in one environment are generalized across 
environments or categories of environments.   

Concurrent with advances in the robotics field, research 
in the area of scene classification and recognition has re-
cently become an important field. Researchers have pre-
dominantly focused on the task of classifying single images 
in terms of a predefined labeled category [Feichtenhofer et 
al., 2014]. These approaches tend to use low-level feature 
descriptors (i.e. HOG) or learned representations via Convo-
lutional Neural Networks (CNN) [Razavian et al., 2014]. 
Our approach differs in that we capture the spatial and tem-
poral distributions of objects as a sparse representation with-
in egocentric visual streams. Moreover, we focus on the task 
of comparing scenes one has experienced in the past to 
one’s current scene in order to use the system for prediction 
and scene abstraction, rather than simply for recognition. 
We are unaware of other work which takes this approach. 

Finally, some work has focused on video summarization 
for egocentric videos [Lidon et al., 2015]. Typical tasks for 
creating such a summarization include video segmentation, 
saliency localization (figuring out what is important in the 
video, including object detection), event detection, etc. 
Some elements of prediction and understanding of, for ex-
ample, the variety of scenes that a graduate student sees 
[Singh et al., 2016] has been recently explored. However, 
while a host of datasets are now available for this, little at-
tention has been focused on understanding spatio-temporal 
patterns within scene categories, let alone using such a rep-
resentation to guide or inform a person or a robot. 

3 From First-Person Video to Visual 
Episodes and Categorization 

Our work has focused on the development and testing of a 
computational process which allows one to create high-level 
representations from first-person video and to use these rep-
resentations to evaluate the similarity of different scenes 
[Doshi et al., 2015]. A key point is that this process is the 
evaluation of the distance between two frames of video not 
in terms of low-level representations such as pixels or edg-
es, but rather from the perspective of rough object-level 
features and their position in the environment. We have also 
shown that the set of techniques allow for the prediction of 
upcoming objects given a few segments from the current 
scene and the resulting matches, as well as creation of an 
environmental graph for navigation.  

The process begins when a Convolutional Neural Net-
work (CNN) is used to convert individual video frames into 
a set of 256 output maps (Figure 1). CNNs are a class of 
deep learning architectures that alternate between two major 
stages: 1) convolution, in which the inputs are convolved 
with learned filters that are then fed through a non-linear 
function and 2) pooling, which summarizes the output of a 
local group of output neurons in order to achieve invariance 
to some transformations. A fully-connected network is then 
used as a classifier at the end, taking in the convolutional 

output maps at the end and classifying them. 
Previously we have used Caffe, an open-source frame-

work for deep learning. Caffe includes several neural net-
works which have been pre-trained on the ImageNet dataset. 
AlexNet, the model used in this work, was trained on 1.2 
million images capturing 1000 different categories of ob-

Figure 1  Our process for calculating the distances between
segments of videos is presented above. First, a convolutional
neural network converts video frames into output maps which can
roughly capture the object-level information and their spatial
arrangment in the image. Next, a set of output maps are translated
into a Fisher vector, a sparse representation of the information. A
collection of Fisher vectors represents a series of video segments.
The cosine distance is used to calculate the distance between
Fisher vectors.  



jects. AlexNet can recognize thousands different objects 
with a top-5 accuracy of over 90% and consists of a five 
convolutional layer architecture with three fully connected 
layers. Note that future work will seek to use some of the 
later architectures such as Google’s Inception or ResNet [He 
et al., 2016]. 

Our research uses the output generated by the fifth convo-
lutional layer as a higher-level representation roughly cap-
turing object-level information and their spatial patterns in a 
scene. The output generated by the fifth layer consists of 
256, 13x13 “maps” denoted , , … , . In con-
trast to the output from lower layers, these fifth layer output 
maps constitute a higher-level representation of filter re-
sponses to object-level information as well as their location 
in a scene (i.e. the filters have a certain receptive field when 
projected back to the input image). Yet, unlike the output 
from higher (fully-connected) layers, the output from the 
fifth layer has not been reduced to symbolic labels and spa-
tial information has not been lost. Visualization of the 
learned neural network [Zeiler and Fergus, 2013] has shown 
that higher convolution layers are able to pick out object 
parts and then entire objects. Therefore, the output maps 
from the fifth convolutional layer of the network capture the 
identity, strength, and spatial distribution of object-level 
information throughout the image. This fact has been ob-
served previously and concurrently to this work and used to 
perform object localization via weak supervision [Oquab et 
al., 2015] as well as unsupervised object detection [Li et al., 
2016]. Intuitively, we seek to leverage this information 
since the visible objects in the environment can serve to 
categorize the location and differentiate it in terms of pur-
pose and with respect to other locations. 

The management of these output maps is unwieldy. We 
denote a segment as a set of output maps 

, , , , … , , where t is the start time and 
m is the length in time of the segment. To simplify pro-
cessing times and memory allocation, we use an Improved 
Fisher Vector in conjunction with a Gaussian Mixture Mod-
el (GMM) pre-trained on a subset of the video data to pro-
duce a fixed length encoding which summarizes the strength 

of association between the set of output maps across multi-
ple frames to the different modes in the GMM [Perronnin 
and Dance, 2007]. The resulting Fisher vector, 

, is an extremely sparse representation of the 
distribution of object-level spatial information in the image 
frames. Note that concurrently to this work, [Gong 2014] 
have also similarly processed video although they do not 
focus on object-level information and compared different 
layers in the network including the fully connected ones that 
lose spatial information. In practice, these Fisher vectors are 
generated from 90-150 frames (3-5 seconds) of video data at 
a time. Hence, | | 23K-38K at the time of Fisher vector 
creation. The result of this process is a series of Fisher vec-
tors representing each segment of video frames, 

, , … ,  where n is the number of segments created. 
Once normalized, an extremely sparse representation is 

generated with only a few values in the Fisher vector being 
much larger than zero. The cosine distance of the Fisher 
vectors for a segment is used as a metric for distance [Ye 
2011].  

Because the representation is based on object-level fea-
tures and their positions in the images sampled from the 
environment, we have shown that our approach is robust 
enough to noise and blur that it can be used on video cap-
tured by a wearable camera. In the next sections we will 
also show that they can be used to compare scene, predict 
upcoming objects in a scene, as well as allow it to inform 
navigation. 

We have shown empirically, both using preprocessed data 
and using live prototypes, that this process allows us to clus-
ter visual scenes with respect to higher, more abstract con-
cepts such as library, restaurant, or kitchen. The distance 
metric ,  can be used to match one’s current segment 
to an existing scene category, previously encountered envi-
ronments, or to generate a new scene category. If a match is 
identified then the matching episode can be used to predict 
either the upcoming segments or objects located in the envi-
ronment. For example, first person video of an individual 
entering a McDonald’s restaurant can be used to match to 
prior McDonald’s restaurant episodes. These prior episodes 

Figure 2  A helmet-worn prototype is used to match the scene that the student is currently encountering to a set of stored episodes. The
system then states the scene’s label to the user. 



predict the segments that the person will likely encounter in 
the near future and the objects that he or she will witness. 
Typically upon entering a fast food restaurant the person 
goes to the counter, orders, and collects their food and 
drinks and then sits and eats. This pattern of events is cap-
tured in the video segments and serves as a template for 
predicting and guiding the system through the ordering pro-
cess. Although we have yet to show it, we believe that, for a 
robot, these episodes will not only guide the robot’s actions, 
but offer landmarks by which the robot can assess its own 
progress on the task.  

This functionality was initially tested on nine different 
videos generating 161 different segments. These videos 
were collected in three different fast food restaurants, librar-
ies in the Atlanta area, and parks (Figure 2). The videos 
were captured by different people, taking different routes, 
during different times of day and days of the year, and with 
different cameras and lenses. We examined the system’s 
ability to use segments from the currently encountered scene 
to match individual segments, where the average prediction 
rate ranged from 87.9% to 90.9% depending on how many 
segments were used to match. 

We also compared the system’s ability to match segments 
to the matching ability of people. Amazon Turk workers 
were recruited to compare the similarity of randomly select-
ed segments online. These workers viewed a target segment 
and were asked to rate its similarity to four randomly chosen 
test segments on a scale of 1-10. Each target-test combina-
tion was evaluated by seven different people. 

Overall, we found a 384 0.498 correlation 
between our system’s estimation of similarity and those of 
the human particpants. For data involving human subjects, 
this represents a strong, positive correlation. As to be 
expected, for some target-to-segment comparisions, there 
was little or no concensus across the particpants in terms of 
similarity score. We arbitrarily defined high consensus 
target-to-segment evluations as those in which the inter-rater 
standard deviation was less than 2. For these high consensus 
evaluations, the correlation with our system was 249
0.609. In a less quantitative but more realistic 

experiement, we also created a prototype camera and 
software system that used the incoming video feed to match 
the camera wearer’s current environment to previously 
encountered environtments (Figure 2).  

Overall, our method characterizes two locations as similar 
if similar objects are identified at the locations. For 
example, McDonald’s resturant will be identified as more 
similar to a picnic that a library because the objects co-
identified with picnics and resturants (i.e. utensils, glasses, 
plates, etc.). This leads to interesting situational 
characterizations when used in conjunction with first-person 
streaming video. For instance, while walking to a library the 
camera captured several images of a Starbucks coffee shop. 
and identified the location as similar to a resturant only 
while the camera viewed the coffee shop location. This is 
because temporal information is not incorporated at the 
segment level. In the next section, we show that one can 
build graph structures of the environment, encoding such 

information using Markov Chains. One can then localize the 
sensor within the environment.    

4 Navigation 
In order to test our approach within an environment that 
contains many similar scenes, we used the Aware Home 
which provides a realistic home environment. We gathered 
11 videos (approximately 110 minutes of footage) using the 
Google Glass camera consisting of a person moving across 
the environment in different trajectories. This served as the 
training set, for which we first trained the GMM, segmented 
the video, and extracted the Fisher vector for each segment. 
In this case, we then hand-labeled the different categories of 
the environment and gathered transition statistics across the 
environment between different locations. The transitions 
were then filtered to remove self-transitions, combined tran-
sitions bi-directionally, and filtered out low-probability 
transitions. This graph represents a sampling from the tran-

sition probabilities and were used to build a Markov Chain. 
Figure 3 shows the floorplan of one level of the Aware 
Home and on the bottom shows the resulting transition 
graph. As can be seen, several patterns such as the hub-like 
nature of the hallway can be gathered from the raw experi-
ential data obtained from the egocentric video stream. 

Localization occurs when matches to the perceptual data 
currently being generated by one’s current scene to some 
previous segments are found. Once a match is made, the 
entire episode can be used as a visual map of landmarks and 
the end point leading to some terminal destination. We im-
plemented a Monte Carlo Localization (MCL) approach 

Figure 3  The top image illustrates the second floor Georgia Tech
aware home which was used to capture the data. The lower image
depicts the FSA that was learned using raw visual data obtained by
walking through the environment.   



[Dellaert 1999], which uses particle filters, in order to local-
ize within the environmental graph. Specifically, the Fisher 
vectors in each path are created, and each vector is com-
pared to the training data to guess the current scene. This 
creates a prediction list for each path, and the a-posteriori 
probability of being in a particular scene is dynamically 
calculated as one walks through the scene. The transition 
probabilities and graph calculated earlier was used as the 
measurement model. Because of time, this research did not 
use a motion model, the inclusion of which would likely 
have increased accuracy. In order to test this system, we 
gathered 7 test videos (13 minutes of footage) that were 
completely held out of the training process. These videos 
were automatically processed without supervision and seg-
mented into fixed-length (5 seconds) segments, Fisher vec-
tors were extracted for each segment and subsequently hand 
labeled. MCL was then used to update the probabilities over 
the labels using the environmental graph. Figure 4 shows 
the resulting confusion matrices before and after applying 
MCL, demonstrating improved localization in the environ-
ment. Using this technique, a top-2 score of 80.39% locali-
zation accuracy was achieved. 

We have shown that these episodes can be used to gener-
ate state transition diagrams which indicate how to get to 
one position from another. As a next step, a simple version 
of the visual scavenger hunt can be tested, whereby the cur-
rent episode is matched to another in memory and a target 
object is pulled from the last fully-connected layer of the 
neural network (which classifies objects) within that 
matched scene. This will identify the potential location(s) of 
the objects in a probabilistic way, and a graph-search algo-
rithm can be used to determine the path from the current 
location to the target object. Note that this can be done with-
in the same environment’s graph if one is located in that 
environment (i.e. has experienced it before), but in our fu-
ture work this will be done on generalized graphs for cate-
gories of environments as well as using analogy-making to 
be able to perform the same task but in a previously-unseen 
environment. 

5 Prediction 
As demonstrated above, our MDP representations can be 
used to predict a series of visual landmarks that should be 
encountered if the person or robot is on the right path. If the 
expected landmarks are not encountered, the current scene 
can be compared to one’s previously experienced segments 
in the hope of localizing the person within the environment. 
The location of particular object can also predicted from this 
data. We have already shown that static objects such as re-
frigerators, desks, and televisions are easily located using 
this approach. 
 A system that can match its current scene to previously 
encountered scenes and predict which objects it will en-
counter in the near future would be an important step to-
wards creating systems that can use their previous visual 
experiences to inform future plans. For example, the system 
could match a person’s current video segment in which they 
are ordering food at a counter, to previous experiences (vid-
eo scenes) at other restaurants. This information could then 
be used to predict the objects that will be seen in the near 
future (i.e. forks, spoons, etc.). Ideally this information 
could be used to assist the user in some way.  

With this goal in mind, an experiment was conducted that 
examined if the initial segments from a scene could be used 
to match the person’s current environment to a previously 
encountered episode. If a high percentage of segments can 
be matched to the correct category then this would serve as 
preliminary evidence that such a system might be possible. 

The experiment followed the same general setup as 
before. In this case, however, one target scene was withheld 
to represent the current scene. The system used the first  
segments from the current scene to determine if the scene 
matched the fast food, cafeteria, or park categories (the 
cafeteria scene was dropped because it consisted of only a 
single video). Similarity scores were calculated from the 
current scene to all of the segments from these 8 scenes. The 
match was considered correct if the most similar scene was 
from the same category as the current scene. 

 

Figure 4  Confusion matrix across testing set without MCL(left).  Each testing video was segmented into five second Fisher vectors.  The
Fisher vectors were classified using cosine distance as described in section 2.  Confusion matrix across testing set with MCL(right).  Each
testing video was segmented into five second Fisher vectors.  The cosine distance between the new Fisher vector and all Fisher vectors in
the training set are used as input to the MCL sensor update.  The new Fisher vector is classified using the label of the most confident MCL
scene. 



 We hypothesized that the initial segments from a scene 
could be used to accurately match the scene to a previously 
experienced scene category. Initially we believed that the 
accuracy of the match would depend on the number of seg-
ments used to probe memory. For example, we believed that 
three consecutive 20 second segments of video from the 
user’s current environment would provide better matches 
than two consecutive segments.  

 Our results showed the percent match to be high across 
all cases and far exceeded a random baseline of 19.4%. The 
high percent match is encouraging, yet further experiments 
must be conducted to examine whether this result holds 
when a greater number of scenes are used. The results also 
show that as the number of segments used to select a match 
increases, the percent match initially increases slightly from 
87.9% to 90.9% but then drops to 89.1%. The number of 
segments used to locate a match therefore had little impact 
on performance. It is not clear to at this time why increasing 
the number of segments did not increase performance.     
 In a final experiment we evaluated the system’s ability to 
predict future objects from a currently experienced scene. 
Here again one target scene was withheld to represent the 
current scene. The system used only a single segment from 
the scene to select the closest matching scene. Once a match 
was found, we iterated along both the current scene and its 
closest match, counting the number of objects predicted 
from the matched scene that occur in the current scene. 
Recall that the CNN can be used to recognize over 1000 
different objects. When averaged over all segments we 
found a 94.76% 0.18 correct prediction rate. This strong 
result supports our contention that, at least for the setup 
tested, the system can use experiences from the past to 
predict which objects an individual will encounter in the 
future. 

Overall, the results from these three experiments are 
meant to convey the breadth of what we expect this 
approach to achieve. The results hint that the system can be 
used for prediction and to match one’s experiences in a 
particular scene to a category of scenes and previous 
experiences. Moreover, because the experiments used raw 
data taken from a wearable computer, we have reason to 
believe that practical applications derived from the system 
are achievable in the near-term. One area for future work 
will focus on strengthening the results by expanding the set 
of scenes considered. 

6 Discussion & Conclusions  
In this paper, we leverage recent successes in deep learning, 
namely through convolutional neural networks, in order to 
model egocentric visual streams. Specifically, we use the 
fact that CNNs learn hieararchical representations, including 
object-level information at the last convolution layers, and 
summarize the distribution of these object-level feature 
maps using Gaussian Mixture Models and resulting Fisher 
Vectors. These compact representations can be used to 
represent arbitrary segments within videos. This can be used 
for scene categorization as well as other tasks, but we then 
connect these segments temporally using Markov Chains 
and use the resulting environmental graph for navigation. 

Through various experiments, we demonstrate that the 
resulting framework can be used to solve several interesting 
tasks beyond scene classification, including prediction of 
upcoming segments and objects given a few short segments 
from a query video. We have implemented this case, 
whereby a few segments are obtained upon entering an 
environment, the closest episode is queried, and such 
information can be extracted. Further, this process can be 
used to improve localization within an environment by 
learning temporal sequences of segments and performing 
Monte Carlo Localization using this graph.  

Throughout the development of this work, our motivation 
has been to use the strengths of deep learning and combine 
it with other representations to solve higher-level reasoning 
and inference tasks. While our experiments have 
demonstrated the usefulness of the representations towards a 
few tasks, we plan to extend the system to perform a 
challenging scavenger hunt tasks, whereby a target object 
must be found and knowledge of everyday environments, 
including abstract categories, can be searched and 
commands given to a human to find the target object.  

Towards this end, we are specifically interested in three 
extensions to the system involving: 1) higher-level reason-
ing and inference, 2) generalization, e.g. through analogy-
making, and 3) generation of language-based outputs for 
human use. As an example, we hope to build generalized 
models based on our current episodic memory such that 
generic environment types (e.g. fast food places) can be 
represented and more general inference can be performed on 
this representation.  

While scene classification has existed before deep learn-
ing, we posit that recent advances have both increased accu-
racy sufficiently for the results to be useful and created 
unique hierarchical representations that can represent ob-
ject-level information to enable our approach. As a result, 
one can combine the results with additional spatio-temporal 
techniques to enable the exploration of higher-level artificial 
intelligence tasks. 
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the individual will encounter in the near future.   
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